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Neural networksfor learning in the real
world: representation,reinforcementand
dynamics
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Abstract. It is argued that the backpropagation learning algorithm is unsuited to tackling real world problems
such as sensory-motor coordination learning or the encoding of large amounts of background knowledge in
neural networks. One difficulty in the real world - the unavailability of'teachers'who
already know the
solution to problems, may be overcome by the use of reinforcement learning algorithms in place of backpropagation. It is suggested that the complexity of search space in real world neural network learning problems may
be reduced if learning is divided into two components. One component is concerned with abstracting structure
from the environment and hence with developing representations of stimuli. The other component involves
associating and refining these representations on the basis of feedback from the environment. Time-dependent
learning problems are also considered in this hybrid framework. Finally, an'open systems' approach in which
subsets of a network may adapt independently on the basis of spatio-temporal patterns is briefly discussed.
Keywords. Neural networks, learning, dynamics, reinforcement.

1. Introduction
At present neural networks present an unfulfilled promise of solving problems to which
traditional approachesto artificial intelligenceand intelligent control are unsuited. It is has
been suggestedthat neural networks should be most applicable to the types of problems that
humanstake for gra:rted(for exampleperceptualclassificationor motor control) rather than to
the 'difficult' expert problemswhich traditional artificial intelligencesystemsappear to tackle
with ease (for example chessplayrng; see [10]). The performance of neural nets on these
non-expertproblemshas,however,beenpoor in m€rnycases.In this paper I arguethat the type
of neural network which dominates current research(the multilayer perceptron using the
backpropagationlearning algorithm [31]) is unsuited to dealing with thesetypes of problem in
the very situations where the difference between neural network and traditional artificial
intelligence should be most telling. After a brief considerationof the reasonsbehind these
difficulties I suggestsomealternativeapproachesto neural networks worthy of further study.
Two major neural network application areasrequiring'non-expert' abilities are sensory-motor coordination (and related dynamic control problems, see e.g. [6]) and the encoding of
'everydayknow-how' as a complexpattern classificationproblem
[10, p. 33].
Networks which coordinate sensoryand motor systemsmust extract information from the
dynamicsof stimuli over and aboveinformation conveyedby their static form. In addition it
may not be practical to provide a controlled 'training enviroment'for dynamic control systems,
they may be requiredto learn 'on-line' as they operatein a novel environment.
Networks which encode everydayor background knowledge may also need to deal with
dynamic stimuli. The main characteristicthey require in order to be useful, however,and to
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fare better than traditional explicitly rule based approaches, is an ability to deal with very wide
ranges of stimuli without recourse to externally supplied contextual cues. Such external cueing
may reduce the system to one which is essentially rule based but which encodes some local
information (e.g. the information within a particular schema [3a]) in a neural network (cf. [12]).
Finally, in solving both the sensory-motor and background knowledge problems a network
must be able to extract useful information from stimuli when the 'correct' solution to the
problem is not necessarily known. In a real world situation it is reasonable to expect that the
only feedback available to the network on its performance from the environment may be a
'reinforcement'
simple
signal indicating merely whether the network's output is currently 'good'
'bad'
or
but not providing any specific information on how the output may be improved (in
fact, even this signal may not be available at all times).
In summary then, systemsdesigned to operate in these types of 'non-expert'areas must be
capable of solving dynamic problems and problems involving large and varied ranges of
stimuli, in both casespossibly using only very limited training feedback.

2. Back enor propagation, reinforcement learning and scaling
The multilayer perceptron using the backpropagation learning algorithm (see e.g. [31]) has
been the most studied artificial neural network model of the fast five years. Two reasons
probably underly its popularity. First, the backpropagation algorithm provides a method of
solving the structural credit assignment problem [25] for hidden units in a neural network
(although it is possible that the'solution'will be incorrect if certain assumptions are not met).
The multilayer perceptron is therefore theoretically capable of learning arbitrary non-linear
classifications (which the single layer perceptron is incapable of [26]) using this algorithm.
Second, the mechanism underlying the algorithm's operation is reasonably well understood; in
general terms the backpropagation algorithm ensures that the deviation between the desired
and actual outputs of the network for all training stimuli is minimised by repeatedly calculating
the partial derivatives of this deviation with changes in each weight and modifying the
respective weights in proportion to those derivatives. In order to do this the algorithm must be
supplied with the desired output corresponding to each training stimulus. Back-propagation
therefore requires precise knowlege of enough solutions to a problem for reasonable generalisations to be made. Rather than simply learning from its performance in the environment, a
backpropagation system needs to be trained by a'teacher'to produce a specific set of correct
solutions to problems. In addition, the standard algorithm is designed to process static stimuli
and cannot abstract information contained in stimulus dynamics (any changes in a stimulus
during training or during the processing of a test stimulus are effectively just so much noise).
Although backpropagation networks require a 'teacher' with precise knowlege of correct
solutions to problems, networks which can learn using feedback limited to simple scalar
reinforcement signals have been developed (e.g. [38,18]). Such reinforcement networks are
capable of learning the same linearly inseparable classification taks as back error propagation
nets [3,37]. Although performance comparisons between different types of systems are hard to
evaluate because learning rate parameters cannot be equated simply, the learning time of
reinforcement systems is likely to increase even more dramatically than that of systems using
backpropagation when problems become large. This is because reinforcement algorithms
generally produce statistical estimates rather than exact solutions in the process of determining
weight adaptation. In Barto and Jordan's [3] network the associative reward-penalty reinforcement algorithm is shown to produce estimates of the gradients of network performance
(e.g. total output error) with changes in each weight in the network. It has already been noted
that backpropagation produces exact calculations of the partial derivatives of error with weight
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change. It is reasonable to expect that inaccuracies in reinforcement derived estimates of the
gradients of error with weight change will compound one another to greater and greater degrees
as problems become more complex. Data comparing backpropagation with reinforcement net
performance on two sizes of symmetry task [3] and on a channel limited encoding task [19]
support the hypothesis that reinforcement networks will scale badly relative to backpropagation
systems. In both casesincreasing the size of the task has a disproportionately large effect on the
increase in the number of iterations required to learn the problem using a reinforcement
algorithm compared to the increase required when using backpropagation. Only two sizes of
problem are examined in these experiments however, so more data is really required for
conclusive support of the hypothesis that networks using reinforcement algorithms scale more
badly than those using backpropagation. It should be reiterated that backpropagation nets
themselves scale extremely badly as problem complexity increases. For example, Tesauro and
Janssens [40] found that training time increased exponentially with problem complexity
(expressedin terms of the predicate order [26]).
Reinforcement networks therefore offer the ability to learn in situations where performance
feedback is limited, albeit at the expense of potentially poor performance when dealing with
large problems. In some ways poor scaling in reinforcement networks does not put them at a
great disadvantage relative to backpropagation systems when dealing with large problems, since
backpropagation performance itself scales so badly.

3. Dynamic problems and context
In order to abstract time-dependent information from a dynamic signal a net essentially
needs to processaspectsof its own prior state as input. A net that can vary its treatment of an
external stimulus on the basis of its own prior state can also be viewed as using contextual
information. Networks which can deal with dynamic problems may therefore also be applicable
to complex knowledge encoding problems.
In practical terms the ability of a net two use its prior state as an input requires feedback
connections in a network in addition to feedforward ones - the network must have a recurrent
architecture. Alternative approaches such as the use of a time window in Sejnowski and
Rosenberg's [35] NETtalk or the similar use of fixed time delay input lines by Waibel, Sawai
and Shikano [42] while successful in particular domains, are still essentially static systems [16].
They rely on the fixed short-term temporal context of the stimulus (transformed into a spatial
pattern) to allow the system to produce a series of unconnected static responses to dynamic
properties of the stimulus.
Algorithms which can be used to train completely recurrent networks have been developed
by a number of researchers (e.g. [31,43,291).Recurrent networks using these algorithms have
been shown to be capable of solving a wide range of temporal problems, including tasks which
time delay networks could not solve such as the generation of specific temporal patterns in
output units [29] or the production of such patterns conditionally in response to arbitrary
temporal input patterns (Kentridge, unpublished data). Although these algorithms can solve
truly dynamic problems, they too seem unsuited to real time sensory-motor coordination tasks.
These algorithms can all be seen as methods of extending backpropagation over time. The
Rumelhart et al. [31] algorithm makes this extension very directly; each layer of a network
trained using backpropagation actually corresponds to an entire recurrent network at each
discrete time step of training (cf. [26], p. 7aQ. This algorithm therefore requires considerable
prior knowledge of the gross temporal characteristics of the task (e.g. how many time steps it is
likely to need, how to define the start of a trial etc.) and can be extremely profligate in its need
for large numbers of neurons. Williams and Zipser [43] and Pearlmutter [29] both avoid these
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problems. In order to obtain their solutions Williams and Zipser's algorithm needs to use
information which is not directly accessible to a unit during its weight adaptation while
Pearlmutter's needs to run time'backwards' (or have units store their prior states for arbitrarily
long periods, which is equivalent) during training. In addition, they require the same precise
knowledge of correct outputs as static backpropagation nets, but in the dynamic case the
desired output may change at each instant. Existing error propagating time dependent networks
do not therefore seem well suited to solving coordination or control problems with limited
feedback.
Sutton and Barto and colleagues have made extensive investigations of various reinforcement-based time-dependent learning algorithms 136,37,38,391.For the most part these
studies have examined temporal credit assignment problems, spatial pattern learning has
therefore been excluded. The temporal credit assignment problem is concerned with determining the contribution of each of a prior series of actions to current performance, as such it is
closely related to dynamic programming [7,5]. Although the simplest temporal credit assignment problems involve selecting responses which maximise the likelihood of achieving some
fixed goal in the future (e.g. keeping a pole balanced upright in [4] or finding an optimal route
to a spatial goal in [5], there is no inherent reason why the system's goals need be fixed. Such
temporal credit assignment systems should therefore be capable of exhibiting the same
trajectory learning and generating behaviour as recurrent error propagating systems (see e.g.
[37]). Nevertheless, experience with reinforcement based structural credit assignment systems
suggeststhat networks which attempt to tackle both structural and temporal credit assignment
using reinforcement feedback are unlikely perform well on large problems.

4. Two approaches to dealing with the problems of scaling and dynamics
Why do artifical nets seem so unsuited to processing changing stimuli with limited training
feedback while the real neural systems which inspired them are so adept at dealing with
apparently highly complex real world stimuli in this manner?
Neural networks learn by adjusting the strengths or weights of the connections between
neurons. In a net with N connections the search for a set of weights satisfying a particular set
of learning criteria therefore takes place in an N-dimensional space. Any particular set of
weights will produce a particular behaviour of the net's state (the activities of the units in the
net will evolve in a particular way). The net's weights correspond to a manifold in the phase
space of the net (simple state space for static problems, a vector space of state momenta in
dynamic problems). In order to solve static problems weights are adjusted so that states in
particular regions of state space evolve towards other desired regions on this manifold. In
dynamic problems a specific evolutionary path must be produced rather than just an end point.
The production of the manifold involves search for a set of weights which satisfy a limited
number of constraints within a very high dimension search space. The major problem is not
necessarilly satisfying constraints per se - it is the complexity of space within which the search
takes place. The difference between the precise teacher's error signal used in backpropagation
and a scalar reinforcement signal in this search is that, at least in the static case, the teacher's
signal contains enough information to guarantee continuous monotonic improvement in
constraint satisfaction while the reinforcement signal can only be guaranteed to produce an
improvement statistically. In fact, as local improvements in performance may not be good
indicators of the position a global optimum of performance in weight space, a random weight
change strategy may be an effective search method [8]. In either case improvement in
performance may be appallingly slow if the network is in a region of weight space which is
insensitive (or flat) with respect to the constraints that are to be satisfied (or worse, if direct
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routes to improved performance are blocked by local barriers). The improvements in performance that may occur if the search can avoid such insensitive regions may vastly exceed that
separating taught and reinforced nets. Our aim must therefore be to reduce the effective
complexity of the weight space that is searched in the process of training the net.
Two approaches to reducing the complexity of the search space can be considered. The first
is to reduce the number and severity of 'flat' regions in the search space (cf. [41]), the second is
to reduce its overall size (cf. l27l). fi we consider the nature of a typical learning task we can see
that it is composed of two subproblems: learning to represent the stimuli encountered and
learning which features of a representation correspond to which desired states. This division of
the overall learning task offers us an opportunity to find methods of reducing search space
complexity.
In real world learning tasks the learner has always had prior experience perceiving the
environment. That is, the learner will have made discriminations relying on the same or similar
perceptual dimensions as those involved in the learning task. For example, we would expect
someone to be able to discriminate between light and dark objects or between square and
round ones. The problem is not to learn how to discriminate between light and dark or square
and round, but to identify which of these dimensions is a good predictor of the type of
behaviour required by the task (see e.g.[9]).
The stimuli encountered by a network or an organism dealing with real world problems are
not likely to be wholly random because the world is comprised of structured things. A
reasonable assumption to make in these circumstances is that things of the same type will give
rise to stimuli whose components covary in a regular manner. It is therefore possible to
determine the combinations of features of stimuli which tend to discriminate best between the
clusters of covarying characteristics encountered. These maximally discriminating feature
combinations may form the basic components of representations of stimuli. Subsequent
learning would primarily involve making associations with components of representations and
not directly with the stimuli themselves [17,13].
Competitive learning algorithms (e.g.132,21,221)seem well suited to the task of perceptually
pre-adapting networks to the structure of a particular problem space. Such algorithms can be
used to adapt neural nets so that units respond selectively to particular clusters of sirnilar
stimuli. This clustering is not dependent on an externally supplied training signal, but is simply
a process of identifying statistical regularities in the set of stimuli presented to the network
(similar to the statistical method of the principal components analysis, see [23]). It is also
possible to extract structural information of this type using 'self-supervised' error propagation
where the input itself is used as the training signal. As much information as possible about the
input must be preserved in the limited space of the middle layer of the net if the output is ro
match the input with a minimum of errors.
Both competitive and self-supervised learning may be used to pre-adapt a,network to a
particular problem domain. Subsequent associative learning would involve selection and/or
modification of the representations formed during preadaptation. If the solutions of subsequent
associative learning tasks make use of the 'natural' categories in the domain to which the
network has been preadapted then these modifications need only effect the higher levels of a
hierarchy of more and more abstract representations. The effective search space in which
associative learning has to operate is thus greatly reduced for problems where the structure of
the solution is somehow reflected in the structure of the stimuli (in other words, where the
input output mapping of the solution is not entirely random and arbitary).
It is debatable whether a self-supervised approach to network pre-adaptation is superior to
competitive learning. The relative architectural and algorithmic complexity of self-supervised
nets does not necessarilly provide any advantages and is a clear disadvantage when integrating
pre-adaptation and subsequent reinforcement learning systems.

410

R.W. Kentridge / Neural networks for learning in the real world

Linsker [20] has described competitive learning algorithms in which a simple Hebbian type
of learning rule can be shown to maximise a function which is a weighted sum of the
covariances of activity between all input units in the receptive field of a given output unit. The
basic learning algorithm is of the form
Lw*: C"* C6(yp- y)(y,-

y,).

In conjunction with a simple activation rule
!*:

C, * Cal ,w,oy,

this results in gradient descent of
c" - crD,,j(Qii * Cr)wi*wi*,
where k is the output unit, i and j are input units, y- is the activity of unit m, w^, is the
strength of weight of the connection between utit m and unit fl, Q^^ is the covariance of the
activities of units m and n over input stimuli and C" to C" are constants.
Linsker [23] has shown how a related system in whicli l,w,2o is adjusted so it is constant
effectively performs principal component analysis on its inputs. Similar Hebbian systems which
also include connections within the output layer can maximise the mutual information in the
sense of Shannon between the input layer and units in the output layer all of which have
differing receptive fields [22]. Sanger [33] has shown how a generalised Hebbian learning
algorithm which does not require connections within the output layer but can cope with fully
interconnected input and output layers (providing the input layer is smaller than the input
layer) can also perform information maximisation between input and output. Sanger's algorithm (for a linear activation rule similar to the one above) is given by
Lwi*: tQ)(v,Q) vi?) - y,(t)I

o * , w a 7 (r ) y o 7 ) ) ,

where 7(r) is a sequenceof sequenceof positive real numbers such that y(r) - 0, E,y(l) P < m
for some p and E,y(l): m.
Let us consider how algorithms of this type could transform a set of stimuli in a manner
which would facilitate reinforcement learning in which the output of the competitive system
constituted the input to the reinforcement system.
Learning a classification (the object of the reinforcement system) is easiest if the stimuli
corresponding to one category are all close by each other in state space and if the different
categories are all well separated. One of the first problems we may encounter in dealing with
real world data is that most stimuli way be concentrated in one region of state space and yet
require discrimination into classes.At first sight it may appear that the need to 'spread' stimuli
reasonably evenly over state space while preferably increasing the 'tightness' of meaningful
clusters of stimuli (which may correspond to classes) is incompatible with any individual
process. This, however, is exactly what information maximising algorithms of the type described by Linsker l22l and Sanger [33] are capable of doing. These algorithms will produce
outputs which correspond to a set of features which capture as much discriminating information about the input stimuli as possible. Of course, some of these features may not be of use to
the reinforcement learning task at hand. It would, however, be possible to layer reinforcement
and competitive information maximising modules so that features could be recombined in a
manner which increased their utility to the task at hand. The combination of comparitively
small non-linear goal driven reinforcement modules with competitive modules capable of
powerful information transforming abilities has considerable potential.
The approach described above is, at present, only suitable for static problems. Sanger's
algorithm in particular appears unlikely to be easilly adaptable to dynamic situations. It is,
however, quite conceivable that systems of this general configuration, consisting of layers of

R.W. Kentridge / Neural networks for learning in the real world

471

competitive and reinforcement modules would be amenable to the re-entrance of high level
outputs in lower layers, and hence to some contextual or time dependent learning.
The object of the competitive component of adaptation is to adapt a network so that it lies
in a region of weight space which corresponds to a natural categorisation of stimuli. Associative
learning in this region should be less likely to result in long periods moving through flat
'irrelevant' connections. Limiting
sections of weight space modifying virtually
the connections
which may be modified by associative learning to higher layers while concentrating competitive
learning more on lower layers reduces the size of search space for both the competitive and
associative components of adaptation. It is also possible to imagine using the results of
competitive learning as a basis for the complete removal of weak connections. Pruning to excess
in this manner would, however, limit the adaptability of the system and may therefore be
unacceptable. Other approaches which limit the number of connections subject to adaptation
are, however, worth pursuing. In particular, it would be desirable if context could be used to
select a limited subset of the net most likely to be worthy of adaptation. In the concluding
section of this paper I consider the possibility of acting selectively on dynamically evolving
systems of neurons which are subsets of a much larger network.
In a hybrid system of the type proposed learning will be based partially on the formation of
links between representations and partially on the fine tuning of weights within representations.
Given a network architecture in which units have limited receptive field sizes, large areas of the
net may be unimportant in the critical aspects of learning particular associations. These areas
may, however, be activated in an essentially random manner relative to the stimulus of interest
and hence they may be subject to unneeded weight adaptation which interferes with useful
learning. We may be able to distinguish between the signal of interest and 'noise' on the basis
of the temporal characteristics of the signals. In particular we would expect to be able to
discriminate sources on the basis of minimisation of correlations between signals emanating
from independent stimuli over time (see e.g. [15]). An important point to note is that this type
of method will not allow sources to be discriminated in a static stimulus. Jutten et al. [15]
describe a network whose entire role is to maximise the independence of mixed sources,
however, principles similar in general to those used in their network may be applied to
networks oriented towards solving more complex problems.
One method of discriminating a signal of interest from background activity in a complex net
may be to exploit synchronies between the signals produced when one particular stimulus
excites the net (see e.g. [1,14]). At any instant the correlations between the activities of units
will not necessarily reflect common dependence on a particular stimulus. In a network
consisting of units which perform temporal signal integration and perhaps use time delayed
connections, however, an isolated stimulus will produce a pattern of recurring correlations over
time. This pattern can potentially continue indefinitely in a network which includes feedback
connections. The production of a temporally extended pattem of activity correlation is
dependent on the differential sensitivity of individual units to correlations of input signals. This
is most easily obtained in units which perform leaky temporal integration of binary input
signals. Such units are activated more by pairs of synchronous inputs than by pairs of
sequential ones. Reinforcement learning algorithms are easily adaptable for use with pulse
coding units of this type [11]. In a complex network involving connection-lags and time-integrating units the evolution of synchronous activity will depend both on the initial spatial
characteristics of a stimulus and on the temporal characteristics of the units which it subsequently activates. In regions of the network which have only indirect connections to external
stimuli synchrony may therefore provide a method of discriminating those units most central to
a particular representation.
The units involved in a representation of the type described above may be a small subset of
very
large population of neurons in the net as a whole. It is therefore possible to envisage
a
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learningproceedingthrough the recruitmentof units to, or sheddingof units from, this subset.
The only connectionssubject to modification would be between more or less synchronised
units. The weights or the temporal characteristicsof connections(e.g. leakage rates) could
potentially be adapted.Modification of either will effect the extent to which a unit's activity
synchroniseswith others,howevertemporal adaptation is more clearly a method of recruiting
and sheddingunits from a synchronisedsystemwhile weight changemodifies the underlying
representation.
Although much of the discussionabovehas beenin traditional network terms, the proposed
net can be consideredin termsof open dynamicalsystems(seee.g.[30]).The'universe'is the
net in its entirety, the boundariesof the'system' at any time are defined in terms of synchrony
betweenthe activitiesof units. This conceptualisationallows us to think of systemsmaintaining
stability even though their componentsare continually changed.It provides us with formal
methodsof defining suchstability (e.g.[28]) and henceevaluatinglearning algorithmsdesigned
to producespecificstablesystemsin such computationalenvironments.

5. Conclusions
The aim of this paper has been to considerthe limitations of current neural network systems
in complex real world applications, and to suggestapproacheswhich may overcomethese
difficulties. I have argued that the teacher-trained,static learning of multilayer perceptrons
using backpropagationis unsuited to applicationssuch as sensory-motorcoordination learning
or large-scale'background'knowledgeencoding.The alternative approachesI have offered
vary in the extent to which they may overcomethe problems of backpropagationsystemsand
the degree to which they are currently understood. Reinforcement learning algorithms are
alreadyquite well understood.In isolation, they obviate the need for a 'teacher' and they may
be more amenableto hardwareimplementationthan backpropagationsystems- an important
advantageif complex real-world applications are envisaged1241.The integration of reinforcementlearning with someunsupervisedtechniquesuch as competitive learning may make
large scalenetworks for dealing with complex problems a practical proposition. Both types of
algorithm have been extensivelystudied separatd, however, greater understanding of the
structureof representationsproducedby such algorithmsand their relationshipto the architecture of networksmay be requiredin order to organisehybrid systemsfor efficient performance.
The developmentand analysisof dynamic variants of this type of hybrid systemis a more
distant goal. Finally, althoughnetworks in which stable structuresevolveon the basis of both
spatial and temporal featuresof stimuli seemto offer the greatestchanceof coping with very
large complex environments,we have at present only very limited information on how to
constructsuchsystems.Progressin this areamay be limited for the moment to investigationof
the hypothesisthat information processingin real biological networks is in fact basedon such
principles(e.g.[2]).
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